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Summary 

In situ sequencing is a novel method to generate spatially-resolved, in situ RNA localization and 

expression data, at an almost single-cell resolution. Few methods, however, currently exist to analyze 

and visualize the complex data produced, which can encode the localization and expression of a million 

or more individual transcripts in a tissue section. Here, we present InsituNet, an innovative new 

application that converts in situ sequencing data into interactive network-based visualizations, where 

each unique transcript is a node in the network and edges represent the spatial co-expression relationships 

between transcripts. InsituNet enables the analysis of the relationships that exist between these transcripts 

and can uncover how spatial co-expression profiles change in different regions of the tissue or across 

different tissue sections.  
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Main Text 

Gene expression profiling is a powerful approach to investigate cellular systems. Typically, however, 

studies homogenize samples before sequencing, discarding valuable spatial information on where 

transcripts are expressed in the tissue. These approaches produce averaged profiles of the transcriptome 

in a given tissue and the spatial context of gene expression within a tissue is lost. A number of innovative 

solutions to this problem are being developed. These include performing RNA sequencing (RNAseq) on 

many individual sections of tissue (Combs et al., 2013), and methods which combine single-cell 

transcriptomics with in situ hybridization information to infer the position of single cells in a tissue 

(Achim et al., 2015; Faridani et al., 2016). Of particular promise, are in situ sequencing based methods 

which enable highly multiplexed RNAseq in morphologically preserved cells and in situ tissue sections 

(Ke et al., 2013; Lee et al., 2014; Ståhl et al., 2016). Ke et al., for example, have developed an in situ 

sequencing method based on padlock probes, rolling-circle amplification (RCA) and sequencing-by-

ligation chemistry (Ke et al., 2013). Using this method, gene-specific barcodes allow positional gene 

expression data for up to 40 different transcripts/genes at an almost single-cell resolution to be generated 

in situ. This approach has been used to profile the heterogeneous expression of genes in breast cancer 

tissue sections, for example. Other high-throughput in situ sequencing technologies in development 

include spatial transcriptomics (Ståhl et al., 2016), and FISSEQ (Lee et al., 2014). These spatially aware 

sequencing methods bring considerable challenges for data analysis and visualization as their output can 

encode data on the expression of transcripts in a million or more individual positions in a single tissue 

section. To reduce the complexity of this data, generic data dimensionality reduction methods such as 

principal component analysis or t-distributed stochastic neighbor embedding (t-SNE) (Maaten and 

Hinton, 2008) are usually employed, however, customized software for the interactive visualization and 

analysis of in situ sequencing data does not currently exist. Nor is it easy for users to investigate how 

spatial gene co-expression relationships change throughout a tissue or in different tissues sections. Here 
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we present InsituNet, a software application for the popular Cytoscape 3 network visualization and 

analysis platform (Shannon et al., 2003), which converts in situ sequencing data into interactive network-

based visualizations. Network biology approaches have emerged as powerful tools for the visualization 

and analysis of many forms of biological data (Barabási, Gulbahce, & Loscalzo, 2011). These methods 

have a number of advantages: they can integrate and represent many disparate types of data in a single 

intuitive framework; their representation as graphs allows for very efficient analysis of the data; and a 

large array of applications have been developed facilitating their analysis in diverse ways. The network-

based approach used in InsituNet enables the efficient identification of the most significant features 

within an in situ sequencing dataset by substantially reducing the complexity of the data. InsituNet has 

been optimized for highly dense expression maps containing a relatively small number of unique 

transcripts (~40) as described by Ke et al 2013, but is also compatible with similar methods such as 

FISSEQ (Lee et al., 2014) that may have far more unique transcripts (Fig. S1). 

 

To demonstrate InsituNet, we have used the application to analyze a published in situ sequencing dataset 

profiling spatial gene expression in a HER2 transcript–positive human fresh-frozen breast cancer tissue 

section (Ke et al., 2013). This dataset consisted of 17,722 individual transcript detections for 38 different 

transcripts, including 21 transcripts used in the OncoType DX breast cancer prognostic expression panel 

(Sparano and Paik, 2008). InsituNet imports in situ data by parsing an input file of comma delimited 

values specifying individual transcript names and two-dimensional Cartesian coordinates. These data are 

then used to construct a space-partitioning kd-tree to enable rapid range searching. The option of 

importing corresponding histological images of the tissue section, such as hematoxylin-and-eosin (H&E) 

stains, is also available to assist in navigating the tissue section (Fig. S2). After importing the data, the 

user is presented with a visualization of the uploaded in situ sequencing data, showing the position of 

each transcript detected in the tissue section (Fig. 1A). A unique color/symbol combination is assigned 
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to each uniquely-named transcript. This visualization is presented within an OpenGL-accelerated 

window, enabling potentially millions of transcripts to be displayed extremely efficiently. With a 

relatively small dataset (130,000 transcript detections, 26 unique types) import and visualization take 

around a second on a modern laptop (Intel Core i7 6600U processor, 16GB RAM). We have also 

confirmed InsituNet’s efficient performance with a larger unpublished in situ sequencing dataset 

consisting of ~1.5 million transcript detections, and a simulated dataset consisting of 2 million data points 

(Supplementary File 1) which takes around 7 seconds to import. Transcript spatial expression can be 

interactively explored in real-time using the application to scroll through the tissue section and to zoom 

into specific areas of interest. For example, by exploring an example breast cancer tissue section, one 

can immediately appreciate the heterogeneity in gene expression in different parts of the section and one 

can readily identify distinct regions of the tissue (Fig. 1A).  However, due to the density of the in situ 

sequencing data it is difficult to easily identify which specific transcripts are more expressed in which 

regions of the tissue section and it is impossible to determine which transcripts are unexpectedly spatially 

co-expressed.  

 

To address these challenges, InsituNet automatically generates a network-based visualization of the in 

situ sequencing data (Fig. 1B), which is presented in a new window alongside the initial visualization of 

transcript localizations. In the network visualization, nodes represent each uniquely-named transcript, 

and the node size is proportional to the number of detections of the transcript in the tissue section (or 

selected region) i.e. the transcript relative abundance. This approach substantially reduces the complexity 

of the data as potentially millions of transcript detections are represented as a correspondingly much 

smaller set of nodes in the network, representing each unique transcript. Nodes are colored concordantly 

with the colors used to visualize the individual transcript detections in the initial in situ-seq visualization. 

Selecting a node(s) will highlight the expression pattern of the corresponding transcript(s) in the in situ 



 

6 
 

sequencing data visualization panel, allowing users to interactively explore the expression data via the 

network visualization. For example, selecting the HER2 node in the example network highlights the 

HER2 transcript detections in the tissue section (all other transcripts are hidden) (Fig. 1C-D).  

 

A key goal of in situ sequencing is to identify transcripts that are preferentially spatially co-expressed in 

regions of interest in a tissue section and to identify how those co-expression profiles are altered, for 

example in regions of pathology. Transcripts that are identified as significantly spatially co-expressed in 

InsituNet are linked by an edge in the network visualization. The more statistically significant the co-

expression is, the greater the weight (thickness) of the edge in the network. To identify spatially co-

expressed transcripts, InsituNet analyzes the co-occurrence of transcript detections within a user-defined 

Euclidean distance, for each pairwise combination of transcripts. Transcripts that are co-expressed more 

than statistically expected are then identified using either a label permutation-based approach or a 

hypergeometric test. The user can choose which. In both approaches, InsituNet considers the overall 

abundance of the transcripts (i.e. the number of individual times each transcript is detected) in the selected 

region and the number of times that the two transcripts spatially co-occur within the defined distance, in 

the wider context of all co-expressed transcripts. For example, in the example breast cancer tissue section, 

housekeeping genes, such as beta actin (ACTB) or GAPDH, are expressed throughout the tissue and are 

represented as large nodes in the network (since they are highly abundant). However, these nodes have 

relatively few edges since they are not surprisingly spatially co-expressed with many other transcripts 

(given that they are expressed throughout the tissue section) (Fig. 1B). InsituNet, also has the option to 

identify nodes that are co-expressed with other transcripts significantly less than would be expected given 

their abundance. This identifies transcripts that tend not co-occur together in the same vicinity and these 

transcripts may represent specific biomarkers of different cell-types or regions of the tissue section. 
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Network-based visualizations can be generated based on the expression profile of the entire tissue section 

or on a subsection of the tissue selected by the user, enabling the comparison of expression patterns in 

different parts of the tissue section (Fig. 1E-H). For example, H&E staining of this section (Fig. S1) 

shows that the region selected in Fig. 1E is the cancerous tissue. This is also evident from the InsituNet 

analysis as HER2 expression is restricted to these regions (Fig. 1C). The ability of the selection tool to 

select irregularly-shaped regions of the tissue section enables the user to precisely define regions of 

interest. InsituNet identified a surprisingly strong association (-log10(P) > 10) in this region between the 

spatial expression of HER2 and GAPDH (Fig. 1F). This association between GAPDH and HER2 

expression is stronger if the HER2+ region is selected in InsituNet (note the increased edge width in Fig. 

1F compared to Fig. 1B) and is not evident at all in the HER2- region of the section (Fig. 1G-H). 

Interestingly, GAPDH, although widely used as a reference gene, has been shown to be correlated with 

ER expression and associated with breast cancer cell proliferation and with the aggressiveness of tumors 

(Révillion et al., 2000). In contrast, one can observe that vimentin (VIM) expression, a marker of 

mesenchymally-derived cells, is higher in the non-tumor region of the tissue (based on the size of the 

node in Fig. 1H compared to Fig. 1B). One can also observed associations between VIM expression and 

other transcripts that are not evident outside of this region of the tissue section.  

 

Where regions of interest are not immediately evident, InsituNet also implements an automated sliding 

window function (the size of the window can be defined by the user). This function enables one to quickly 

compare expression profiles across the tissue section by generating network-based visualizations of 

transcript expression in each window (Fig. 2). InsituNet also enables network-based visualizations to be 

generated for different tissue sections (Fig. S2), for example, tissue sections from different patients. 

Where multiple networks are constructed (either from different tissue sections or from different regions 

within one section), InsituNet spatially synchronizes their layout to facilitate comparison. This 
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synchronization is achieved in a manner similar to DyNet (Goenawan et al., 2016) and any of the layout 

algorithms available in Cytoscape can be applied as desired by the user. InsituNet also facilitates the 

management of multiple networks from a unified interface which tracks all networks made using the 

application. This interface also allows the user to switch quickly between different networks.  

 

Conclusion 

InsituNet is an innovative software application specifically designed for the analysis of spatially resolved 

gene expression data. InsituNet implements a novel network biology-based solution to address the 

complexity of in situ sequencing data. This network-based approach also greatly facilitates the 

comparison of spatial expression profiles both within and between different tissue sections. As the 

complexity of in situ sequencing datasets continues to grow, network-based representations of the data 

will also facilitate the use of a wide range of graph analysis algorithms and applications that have been 

developed for network analysis. As InsituNet has been developed as an application for the popular 

Cytoscape platform, data in InsituNet can already be further analyzed using many of the other network 

biology tools that can be “plugged in” to Cytoscape. InsituNet is freely available for download through 

the Cytoscape app store http://apps.cytoscape.org/apps/insitunet. Detailed documentation, the source 

code, and test datasets, are provided at https://bitbucket.org/insitunet/insitunet. We also provide the 

software, test data, documentation and a README file with a brief workflow as Supplementary File 1.  
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Figure Legends: 

 

Figure 1. InsituNet analysis of a published in situ sequencing dataset profiling spatial gene expression 

in a HER2 transcript–positive (HER2+) human fresh-frozen breast cancer tissue section (Ke et al., 2013). 

A) InsituNet visualization of transcript localizations in situ in the tissue section. >15,000 individual 

detections of 37 different transcripts were visualized (one transcript CTSL2 was a likely technical artefact 

and was removed from the data). B) A network-based visualization of the in situ sequencing data. Nodes 

in the network represent unique transcripts and node size is proportional to the number of transcript 

detections. Edges represent significant spatial co-expression between transcripts. Search distance: 6.6μm 

(40 pixels). C) HER2 expression in the tissue section is highlighted by D) selecting the HER2 node in 

the network. All other transcripts are hidden. E) Users can select irregularly shaped regions of interest in 

the tissue section (e.g. the HER2+ region is selected here) to investigate F) transcript co-localization and 

expression in the selected region. G) The HER2- region is selected for comparison. H) A network-based 

visualization of transcript expression in this region. All images have been generated directly within 

InsituNet. InsituNet synchronizes the node position across different networks to facilitate comparisons 

between regions of interest (or different tissue sections).  Nodes are absent from the network visualization 

where there was no expression of that specific transcript/node in the selected region. Scale bar = 100 m. 

 

Figure 2. InsituNet sliding window analysis of the HER2+ breast cancer tissue section (Ke et al., 2013). 

A-I) A network-based visualization of transcript spatial co-expression is generated for each window as 

it moves through the tissue section. Search distance: 6.6μm (40 pixels). The position of the sliding 

window is shown in the inset in each figure. The network layouts are automatically synchronized to 

facilitate comparisons between them. A circular layout is applied in this case. Unique spatial co-
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expression relationships are evident in most windows (shown as red edges). Grey edges represent 

significant spatial co-expression between nodes that are detected in more than one window.  
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STAR METHODS 

 

CONTACT FOR REAGENT AND RESOURCE SHARING 

Further information and requests for resources and reagents should be directed to and will be fulfilled by 

the Lead Contact, David Lynn (david.lynn@sahmri.com). 

 

METHOD DETAILS 

InsituNet – General Implementation 

InsituNet uses a network-based approach to enable the identification of spatial co-expression/co-

localisation relationships within or between in situ sequencing datasets. InsituNet is implemented as a 

Java OSGi bundle “app” compatible with Cytoscape 3.2+. It requires input in the form of a file of comma 

separated values (csv) that define a transcript name as well as the x and y coordinates for each transcript 

detection in the tissue section. The information from the input file is converted into a space-partitioning 

kd-tree data structure which accelerates range searches. A reconstructed view of the original dataset is 

presented upon import. This is an OpenGL-accelerated window presented within Cytoscape, written 

using the JOGL library (https://jogamp.org/). Every transcript within the file is initially visible, and users 

may modify the style (symbol, size, and colour) of transcripts to better view the data. The user may also 

select particular regions of interest in the tissue section using rectangular or polygonal selection tools. 

 

In the processed in situ sequencing data, each transcript is represented as a point in two-dimensional 

space. Assessment of spatial co-expression is done by searching in a radial fashion around each transcript 

within the dataset. The distance that a user may be interested in can vary, so this is configurable within 

the control panel. Owing to the rapid range searching capabilities of the kd-tree, it is possible to redefine 

the desired distance and search again relatively quickly. Users should consider what type of tissue the 



 

15 
 

sample was taken from and the size of cells being visualised when choosing what distance to define for 

spatial co-expression. In situ sequencing can produce close to single-cell resolution, so it may be most 

useful to focus on smaller cell-level distances rather than tissue level, however it might also be desirable 

to set the distance based on what range of interactions one wishes to identify (i.e. intra- or inter-cellular 

distances). Compared to other data dimensionality reduction methods, the InsituNet approach has the 

advantage of being very quick, indeed for a small dataset (i.e. less than 100,000 transcripts) finding 

spatial co-expressions is effectively instantaneous. 

Each time two transcripts are found within the co-expression range, this is counted as one spatial co-

expression event. Once a list of spatial co-expression relationships is defined in this manner, this 

information may be directly visualized as a network in which every unique transcript is represented as a 

node, and edges are drawn between two nodes that are spatially co-expressed. 

 

Filtering edge significance 

InsituNet provides various options for filtering the networks as they are created. The simplest filtering 

option is no filtering. This will create a network in which an edge is drawn between transcripts that 

exhibit any spatial co-expression at all. No assessment of significance is made. In situ sequencing data 

can be extremely dense, describing the detection of 1 million or more transcripts in a given tissue section. 

In such data, one would expect to observe a large number transcripts to be spatially co-expressed simply 

by chance, particularly for highly abundant transcripts. InsituNet aims to identify co-expressions between 

two transcripts that occur more than statistically expected, given the abundance of the two transcripts in 

the data. These statistically significant interactions are more likely to represent true functional co-

expression. InsituNet can also identify transcripts that are co-expressed much less than expected given 

their abundance, as these transcripts may represent specific biomarkers of particular cell-types or tissue 
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regions (e.g. those associated with pathology). To assess edge statistical significance, two different 

approaches are implemented, a label permutation based approach and a hypergeometric test. 

 
QUANTIFICATION AND STATISTICAL ANALYSIS 
 

Label permutation method 

The label permutation is a Monte Carlo method to randomly permute the transcript labels (a.k.a. a label 

shuffle). The label shuffle approach aims to create, for spatial co-expressions between each pair of 

transcripts, a co-expression frequency probability distribution that models how often this co-expression 

would be expected to occur by chance. The algorithm is relatively simple: 

1. Randomly shuffle the labels of the transcripts. What this means within the context of the data is that 

while the node position remains unchanged, the additional data (the name of the transcript type) is 

randomly permuted. 

2. Find the new frequency of co-expression for all transcripts. As the node positions are unchanged, these 

co-expressions are already known. These nodes are simply rechecked to find what types of transcripts 

are now in the co-expressed positions. 

3. Repeat 1-2 one thousand times, each time recording the values generated. 

4. Create a distribution from the one thousand points for each co-expression. This means a frequency 

distribution will be made for every unique pair of transcript types. 

5. Calculate the observed frequency of co-expressions for all pairwise expressions. 

6. For each co-expression with an observed frequency greater than zero, find the probability of obtaining 

the observed value by chance given the random distribution. 

To accomplish this, a 95% confidence interval is defined for each distribution, edges outside these 

intervals are considered to be statistically significant (p < 0.05). The confidence interval used to define 

statistical significance, and whether it is one or two-tailed can be adjusted within the app. The rationale 
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of shuffling only the labels but retaining the positions of transcripts is to randomise without disrupting 

the spatial distribution. Using this method, an appropriate significance level threshold can be chosen. 

Any edges deemed to be less significant than the threshold will not be displayed in the InsituNet network 

visualization, greatly reducing the density of the network and allowing the user to concentrate on the 

most statistically unexpected relationships between transcripts. 

The app does not actually perform the permutation as described, but rather approximates it 

mathematically, enabling extremely rapid network generation. To assess significance of actual values, a 

Poisson distribution is constructed using a mean equal to the expected co-expressions, from which both 

a P value and Z-score can be obtained. 

 

Hypergeometric method 

While the label shuffle test is generally effective, it has the effect of sometimes over-representing lowly 

expressed transcripts. By using the hypergeometric distribution, the significance of drawing k co-

expressions of transcripts a and b can be assessed by fitting the following variables to the hypergeometric 

test parameters: 

• N - total co-expressions between all transcripts. 

• k - total co-expressions between transcripts a and b. 

• n – number of co-expressions involving any a transcripts. 

• K – number of co-expressions involving any b transcripts. 

In comparison to the label permutation method, the hypergeometric test fully considers the compound 

probability of obtaining a certain number of co-expressions given their abundances. 

 

Correction for multiple testing 
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In both the case of the hypergeometric and label permutation methods, a large number of statistical tests 

may be implemented (one for each unique co-expression pair). This simultaneous assessment of multiple 

statistical inferences is the multiple comparisons problem, which can lead to false assessments of 

significance. To correct for this multiple testing issue, InsituNet applies the Bonferroni method to correct 

the P values calculated by either the permutation or the hypergeometric tests. The corrected P value is 

then used to determine which edges to display in the network. 

 

Network appearance 

In InsituNet, users can choose to utilise the hypergeometric test, label shuffle, or use no filtering at all. 

Both approaches result in a P value for each spatial co-expression that can be used to determine whether 

an edge will be displayed in the network visualization. For example, it is possible to filter for co-

expressions that occur more or less frequently than statistically expected.  As the P values are sometimes 

extremely small, InsituNet ranks the corresponding Z-scores obtained and assigns edge widths in the 

network proportional to these values (a higher value = thicker edge). The maximum Z-score for edge 

thickness can be adjusted by the user at any time. This allows the most interesting relationships to be 

highlighted, and potentially less important interactions will not clutter the network. Node sizes are also 

mapped to the relative proportion of their transcript within the selected dataset, which allows very easy 

comparison of transcript expression in the tissue. 

 

DATA AND SOFTWARE AVAILABILITY 

A cross-platform JAR file may be downloaded from the Cytoscape app store 

(http://apps.cytoscape.org/apps/insitunet), or downloaded directly from within Cytoscape itself. 

The source code, and test datasets are available online at https://bitbucket.org/insitunet/insitunet/  
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The main documentation can be downloaded at 

https://bytebucket.org/insitunet/insitunet/wiki/InsituNet_Documentation.pdf 

 
KEY RESOURCES TABLE 
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SUPPLEMENTAL DATA  

 

Figure S1. Analysis of a FISSEQ dataset from Lee et al., 2014 using InsituNet. All transcripts with 

abundances outside the range of 10-1000 were excluded from analysis. A) InsituNet transcript 

localization visualization. B) Network-based visualization of transcript expression within FISSEQ 

dataset. 

 

Figure S2. Analysis of three different breast cancer tissue sections from Ke et al., 2013 using InsituNet. 

A) Slide A from Ke et al., 2013. The tissue section is from a HER2+, ER- patient. An H&E stain of the 

tissue section is displayed, with in situ sequencing data overlayed using InsituNet. B) A network-based 

visualization of the in situ sequencing data shown in slide A generated using InsituNet. Nodes in the 

network represent unique transcripts and node size is proportional to the number of transcript detections. 

Edges represent significant spatial co-expression between transcripts. C) Slide B from Ke et al., 2013. 

The tissue section is from a HER2+, ER+ patient. D) A network-based visualization of the in situ 

sequencing data shown in slide B generated using InsituNet. E) Slide C from Ke et al., 2013. The tissue 

section is from a HER2+, ER+ patient. F) A network-based visualization of the in situ sequencing data 

shown in slide C generated using InsituNet. Search distance: 6.6μm (40 pixels). Scale bar = 100 μm. 

 

Supplementary File 1. This zip file contains an executable JAR file for InsituNet, a README file, A 

PDF containing the InsituNet documentation and case study datasets and example output.  



 

 

KEY RESOURCES TABLE 

REAGENT or RESOURCE SOURCE IDENTIFIER 
Deposited Data 
HER2+/- breast cancer in 
situ sequencing datasets 

Ke et al. (2013) https://bitbucket.org/insitunet/insitunet/src/master/datase
ts/ 

Software and Algorithms 
InsituNet This paper https://bitbucket.org/insitunet/insitunet 
Cytoscape (3.2+) Shannon et al. (2003) http://cytoscape.org 
 

Key Resource Table
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